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There is much public concern nowadays about when an AGI (Artificial 
General Intelligence) might appear and what it might go and do. The 
expert community is less concerned, because they know we’re a long 
ways off yet. More fundamentally though: we’re a long ways off of API 
(Artificial Primitive Intelligence). In fact, we have no idea what an API 
might even look like. AI took off without ever reflecting seriously on 
what I, either NI or AI, really is. So, it’s been streaking along in myriad 
directions without any goal in sight.

AI as a research program has achieved a lot, and the technologies of AI 
look likely to revolutionize civilization, if politics and global warming 
don’t intervene first. In that respect, it’s rather like NASA’s moon shot: 
it brought us miniaturized computers (iphones), solar cells, cochlear 
implants, etc. AI’s spinoffs are impressive. But it might be good 
sometime to think about where the moon is at.

Abstract



1. Understanding v Explanation
A. Prediction v Explanation

2. Varieties of Explanation
A. Causal
B. Reductive & Hierarchical
C. Analogical

3. Steps Towards Understanding
A. Concept Formation
B. Law Discovery
C. Theory Formation
D. Induction

Topics



Our (AI’s) goal is to produce Artificial General Intelligence, or, perhaps, 
automated understanding.

Ø I will take these as interchangeable. Of course, there may be 
subtle differences.

Here are some real contrasts though:
• Understanding v Explanation

There are things we understand, but cannot explain. E.g.,
Ø Emotional IQ
Ø Family members’ behavior

• Prediction v (Understanding + Explanation)
Ø Neural networks, ensemble predictors

Nevertheless, automated explanation would be a good start on the 
others!

Understanding v Explanation



Understanding v Explanation



How do we get to AGI, or even automated explanation?

GOFAI had an answer: automate logic.
• Theorem-proving model: axiomatize each domain of human 

understanding; crank the logic handle.
Ø First-order logic as the machine language for AI (David Israel)
Ø Logic as the AI virtual machine: Lisp (John McCarthy)
Ø Axiomatize common sense reasoning; expert system paradigm
Ø CYC (Doug Lenat)

GOFAI died of a thousand cuts: 
Ø Frame Problem
Ø Need for Defeasible Reasoning
Ø Success of Artificial Neural Nets

Never had traction outside the US, actually

GOFAI



There are at least these important kinds of explanation:

Causal Explanation
Locating an event within a causal nexus (causal model) and 
identifying one or more causal factor of importance

Reductive & Hierarchical Explanations (Concept Map)
Locating a concept/event within a hierarchy of concepts; analysing a 
concept into constituents

Analogical Explanations
Mapping a causal model to another (better understood) causal 
model

Varieties of Explanation



How/when/why to generate a new concept to reason with and about.

Ø GOFAI has resolutely ignored this

Something like pattern recognition/clustering, but rather more than 
finding clusters of pixels, and certainly not just slotting them into pre-
existing categories.

More like: finding interdependent values across multiple dimensions 
which, when treated as belonging to an object/category, turn out to be 
fruitful.

Ø Usefully organized into laws/relations
Ø Help predict future events
Ø Participate in causal models

Steps Toward Understanding: Concept Formation



Find regular (if stochastic) relations between event types. E.g., 
Newton’s laws of motion.

Steps Toward Understanding: Law Discovery

GOFAI attempted to do this. E.g., “Scientific 
Discovery” by Langley, Simon, Bradshaw, 
Zytkow (1987) “discovered” a large variety 
of scientific laws, including Kepler’s laws, 
Boyle’s law, regressions.



Find regular (if stochastic) relations between event types. E.g., 
Newton’s laws of motion.

GOFAI attempted to do this. E.g., “Scientific Discovery” by Langley, 
Simon, Bradshaw, Zytkow (1987) “discovered” a large variety of 
scientific laws, including Kepler’s laws, Boyle’s law, regressions.

Ø They “succeed” by cheating: data were cleaned in advance, fitted 
to pre-established error tolerances.

Deep learning and Bayesian methods have since been developed which 
aren’t so handicapped.

Steps Toward Understanding: Law Discovery



Scientific understanding requires developing, and then confirming, 
theories.

Theories of the world describe how causal systems operate over time. 
Examples:

Ø Cosmogony: How the universe developed
Ø Evolution: How species originate, develop, go extinct
Ø General Theory of Relativity: Relations between spacetime, 

energy, matter, gravity.

Generally, relating events (incl theoretical entities) via a system of laws 
in ways that may lead to predictable observations, leading to 
(dis)confirmation.

∼ models, simulations

Steps Toward Understanding: Theory Formation



A Possible Architecture for a Citizen Scientist, the ROACH 
(Rudimentary Organ for the Assessment of Competing Hypotheses) 
model of induction:

Putting An Understanding Together



A Possible Architecture for a Citizen Scientist:

An initial network of sensor, effector, and proprioceptive 
reward/punishment (utility) nodes.

A primitive mechanism for concept and law formation (generating new 
”hidden” nodes) based on regularities between:

Ø sensor activations (phenomenal concepts)
Ø sensor/node patterns and utilities (+/- rewarded states)
Ø temporal relations btw nodes (predictions)

Reinforcement learning can be used to discover what effectors to use 
to maximize reward.

Hierarchies of regularities – i.e., theories – can be learned.

Putting Understanding Together



Key Features:
Ø It is inductive, not an axiomatic system. At full scale: scientific 

induction
Ø It supports primitive induction, not just learning based upon pre-

established concepts
• To be sure, sensors, effectors, utilities are pre-established; 

you have to start somewhere.
• These could be themselves evolved, however.

Ø Laws and theories can be tested, in less primitive inductions

Eventually, this might show the intelligence/understanding of a 
cockroach.

Less ambitious than Deep Learning: Not beating humans for awhile
More ambitious than Deep Learning: Not limited to specific domains

A Primitive Machine Understanding
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